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1. Introduction
This resource is intended for those wishing to increase their understanding and appreciation of experimental designs for the social sciences, especially education. The focus here is on randomised controlled field trials, but there is also discussion of laboratory, quasi-, thought, and design experiments. The early sections explain the fundamental ideas and concerns of these designs, while the later sections provide resources for those conducting (or intending to conduct) a trial. Each section ends with a number of selected articles or web-based resources allowing the reader to pursue these ideas further. These resources have been collated or created by myself and colleagues working on two of my ESRC-funded projects – the TLRP Research Capacity-building Network (http://www.tlrp.org/rcbn/capacity/Index.html) and the RDI project Training in Pragmatic Social Interventions (www.trials-pp.co.uk). I have reproduced and attributed here some resources from these sites written by Thomas Cook, Carole Torgerson, and David Torgerson. Both of the websites have further resources and ideas about trials, and associated concepts such as sampling, along with papers describing trials and their results from the annual conference on RCTs in the Social Sciences started by us at the University of York. Other useful references include Chapter 8 in Gorard (2003) for ‘beginners’, Chapters 6 and 7 in Gorard with Taylor (2004) for ‘intermediates’, and Torgerson and Torgerson (2008) for more ‘advanced’ readers and those intending to conduct a randomised controlled trial in the near future. For an excellent introduction to issues of research design in general, see the first few chapters in de Vaus (2001).
1.1 We all need trials

There are many reasons why all researchers in education should know a considerable amount about the conduct and interpretation of work involving experimental designs, and these are considered further in section 3. Perhaps most obviously, the ESRC has required that all research students in the social sciences must have a basic understanding of ‘various forms of recording data from experimental and quasi-experimental research’ and proficiency in analysis of data from the same. For education students the requirement is even more explicit - all students will need to understand experimental methods. Therefore, their tutors and supervisors must have the same or higher levels of knowledge. Designs like class-level randomised controlled trials in schools are perfectly achievable for practice-based masters students, and of course for PhDs. Every researcher is anyway required to read the research of others and to make appropriate critical judgements of its worth. They do this in their literature reviews and evidence syntheses, and so must be able to understand the unique advantages of trial designs, and the well-theorised threats to internal and external validity (see section 3.2). Most researchers are also asked to peer-review the work of others for publication in books and paper, or in applications for grant funding. Again, it is essential that all researchers understand the advantages and limitations of trials so that they can judge this work effectively. The dangerous alternative in each case would be to leave judging the value of trials to a small clique of researchers already familiar with the concept and probably with each other. Perhaps most importantly of all, understanding the idea of an experimental design allows all researchers to imagine their own research as thought experiments, encouraging scepticism and humility about their own studies (section 4.2), and promoting the use of appropriate comparators (sections 2.1, 2.2).
Research design is an important but neglected part of research methods development in the UK. It is often misinterpreted as referring to the design of instruments and data collection or analysis routines. Such practical issues are related loosely to research design, but only loosely. A design like an experiment or randomised controlled trial does not entail any specific form of data collection or analysis. The outcomes of a trial could be the performance measures of participants, their perceptions or attitudes, or their first hand accounts of experiencing the intervention, for example. Trials do not fit into purported paradigms (see section 4.3), and do not entail any ‘isms’. Anyone who is genuinely curious about how to improve education can gain from understanding about trials. But, to repeat, research design especially concerning trials tends to be neglected in current methods resources and training. 
Those popular research methods texts that do cover design (in its genuine sense) often do so after making the reader deal with issues of identity and epistemology, and the dubious qualitative and quantitative paradigms (such as Bryman 2001). In Cohen et al. (2007) experiments are covered as a ‘style’ of research, in the 13th chapter, long after paradigms, constructivism, ethics and so on. Design should come before all of these. In Somekh and Lewin (2005) the idea of experiments appears to have been confused with empirical research itself. This is not surprising when one learns that the chapter on design was written by a post-modernist and appears as part of a section entitled sampling. In a book of hundreds of pages, trials get one paragraph written by someone who does not do trials and clearly disapproves of them. Probably the biggest gap in such resources is consideration of the issue of causation.
Other than in purely descriptive work (e.g. '17% more of this type of crime was committed by men than women in 1999'), a research report that did not at least imply a causal model might look rather odd. Causes are central to our notion of understanding why things work as they do. Yet despite this prevalence, social science research methods courses and textbooks tend to overlook the discussion of causal models completely, or else prepare the novice researcher simply with the negative advice that a correlation is not the same as causation. In these standard books, everyone is reminded therefore what is not a cause, and what a cause is not. In some methods books there is a section on the potential and limitations of experiments which points to their unique selling point - the claim to be a direct test of cause and effect (Fisher 1935). But this is a scarce and recently revived phenomenon in social science outside psychology. In general, the concept of cause and effect remains untaught and undiscussed. Truly, it is a 'skeleton in the cupboard of philosophy' (Russell, in Ayer 1972). And despite the importance of experimental designs, and the claims of many researchers to understand them, analysis of RAE returns for the UK and of journal articles suggests that less than 1% of published work is experimental (Gorard et al. 2004).
Good experimental designs testing quite narrowly defined hypotheses (to minimise confounding variables) have considerable power, especially as part of a larger cumulative programme of research via replication, expansion and verification of the findings (see section 4.3). Above all they can help us overcome the equivalent of the potted plant theory which is distressingly common in much research, policy-making and practice. For example, this theory suggests that if efficient schools have a potted plant in the foyer then putting a potted plant in the foyer of other, less successful, schools will lead to an improvement in their quality. Sounds ludicrous? I bet that much of the research evidence you have read recently is just as ludicrous in nature, once you think about it carefully. Unless we intervene or rigorously monitor the effect of natural interventions we can never be clear whether our observations of patterns and apparent relationships are real or whether they are superstitions similar to the potted plant theory.

In many ways the experiment is seen as the 'flagship' of research designs. The basic advantage of this approach over any other is its more convincing claim to be testing for cause and effect, via the manipulation of otherwise identical groups, rather than simply observing an unspecified relationship between two variables. In addition, some experiments will allow the size of any effect to be measured. It has been argued that only experiments are thus able to produce secure and uncontested knowledge about the truth of propositions. Their design is flexible, allowing for any number of different groups and variables, and the outcome measures taken can be of any kind (including in depth observations), although they are normally converted to a coded numeric form. The design is actually so powerful that it requires smaller numbers of participants as a minimum than would be normal in other designs. The analysis of the results is also generally easier than when using other designs, because so much is catered for a priori rather than dredged for post hoc. 
Social science research has, for too long, relied on fancy statistical manipulation of poor datasets, rather than well designed studies (FitzGibbon 2000, 2001). When subjected to a definitive trial by experiment, many common interventions and treatments actually show no effect, identifying resources wasted on policies and practices. Perhaps that is also partly why there is considerable resistance to the idea of the use of experimental evidence. Social work was one of the areas where natural experiments were pioneered but, when these seldom showed any positive impact from social work policies, social workers rejected the method itself rather than the ineffective practices (Torgerson and Torgerson 2001). Those with vested interests in other current social science beliefs and theories may, similarly, consider they have little to gain from definitive trials (although this is, of course, not a genuine reason for not using them).

LINKED ARTICLE
Gorard, S., Rushforth, K. and Taylor, C. (2004) Is there a shortage of quantitative work in education research?, Oxford Review of Education, 30, 3, 371-395

1.2 The basic idea

This section outlines the basic experimental design for two groups. In this, the researcher creates two (or more) groups by using different treatments with two samples drawn randomly from a parent population (or more commonly by dividing one sample into two at random). Each sub-sample becomes a treatment group. The treatment is known as the independent variable(s), and the researcher selects a post-treatment outcome or measure known as the dependent variable(s). Usually one group will receive the treatment and be termed the experimental group, and another will not receive the treatment and be termed the control group (see Table 1.1). 

Table 1.1 - The simple experimental design

	
	Allocation
	Pretest
	Intervention
	Posttest

	Experimental
	random
	measurement
	treatment
	measurement

	Control
	random
	measurement
	-
	measurement


In a standard design, the researcher then specifies a null hypothesis (that there will be no difference in the dependent variable between the treatment groups), and an experimental hypothesis (the simplest explanation of any observed difference in the dependent variable between groups). The experimental hypothesis can predict the direction of any observed difference between the groups (a one-tailed hypothesis), or not (a two-tailed hypothesis). Only then does the experimenter obtain the scores or observations of the dependent variable and analyse them. If there is a clear difference between the two groups, it can be said to be caused by the treatment. See sections 3.2 and 5 for some extensions and variations to this simple design.
A one-tailed prediction is intrinsically more convincing. There are always apparent patterns in data. The experimental design tries to maximise the probability that any pattern uncovered is significant, substantial, generalisable and/or replicable. Merely rejecting the null hypothesis as too improbable to explain a set of observations does not make a poorly-crafted experimental hypothesis right. There are, in principle, an infinite number of equally logical explanations for any result. The most useful explanation is therefore that which can be most easily tested by further research. It must be the simplest explanation, usually leading to a further testable prediction.

There are in summary six steps in the basic experiment:

•
formulate a hypothesis (which is confirmatory/disconfirmatory rather than exploratory)

•
randomly assign cases to the intervention or control groups (so that any non-experimental differences are due solely to chance)

•
measure the dependent variable (as a pretest, but note that this step is not always used)

•
introduce the treatment or independent variable

•
measure the dependent variable again (as a posttest)

•
calculate the size or significance of the differences between the groups.

A simple example might involve testing the efficacy of a new lecture plan for teaching a particular aspect of mathematics. A large sample is randomly divided into two groups. Both groups of students sit a test of their understanding of the mathematical concept, giving the researcher a pre-test score. One group is given a lecture (or lectures) on the relevant topic in the usual way. This is the control group. Another group is given a lecture using the new lecture plan. This is the experimental treatment group. Both groups then sit a further test of their understanding of the mathematical concept giving the researcher a post-test score. The difference between the pre- and post-test scores for each student yields a gain score. The null hypothesis will be that both groups will show the same average gain score. The alternate hypothesis could be that the treatment group will show a higher average gain score than the control group. These hypotheses can be tested using a t-test for unrelated samples. If the null hypothesis is rejected, and if the two groups do not otherwise differ in any systematic way, then the researcher can reasonably claim that the new lecture plan caused the improvement gain scores. The next stage is to assess the size and value of the improvement, at least partly in relation to the relative cost of the treatment. 

LINKED ARTICLE
Cook, T. (2002) Randomized experiments in educational policy research: a critical examination of the reasons the educational evaluation community has offered for not doing them, Educational Evaluation and Policy Analysis, 24, 3, 175-199

2. The value of trials
It is one thing having junk departments turning out junk sociologists, but quite another to be turning out junk engineers. If you think this is a point of no importance, imagine the next time you enter a lift... (Brignell 2000, p.12)
Quite properly, our society demands that scientific, design and engineering products are fully tested and made safe before they are unleashed for public use. No one wants, for themselves or others, to fly in a plane that might crash or use a household appliance that might electrocute them. No one wants to eat a food or take a medicine that will poison them. The relative safety of these items is assured by testing them rigorously, and the fact that some planes still crash and some medicines have unintended consequences is an argument for better testing not for no testing. Perhaps in some areas of social science we might agree with Brignell (above) that testing does not really matter since there are no real consequences. Actually, I do not agree for the ethical reasons advanced in section 4.1. But in education there can surely be no doubt that it is intolerable that wide-ranging policy interventions take place routinely, using huge public budgets and affecting the lives and futures of millions of people without anything like the level of testing used for marketing pet food or soap powder.
Governments, particularly in the US, have apparently become increasingly interested in at least talking about the quality of evidence regarding the effectiveness of alternative practices, programmes and policies. The US Congress’s Committee on Education and the Work Force, for example, has been ‘concerned about the wide dissemination of flawed, untested educational initiatives that can be detrimental to children’ (Boruch and Mosteller 2002, p.1). History suggests that this concern is not misplaced, since there are many examples of education interventions that have been widely disseminated on the basis that they are driven by good intentions, seem plausible and are unlikely to do any harm, yet when they have been rigorously evaluated have been found to be ineffective or positively harmful. Such interventions include: the ‘Scared Straight’ programme, which aimed to deter delinquent children from a life of crime, was well received and widely implemented, yet in seven good quality trials was found to increase delinquency rates (Petrosino et al. 2000), and also the Bike-Ed training programme to reduce bicycle accidents among children, which was actually found to increase the risk of injury (Carlin et al. 2000). And, of course, there have been much larger national interventions that have never been tested properly against other uses of the same money or even against what they replaced (including the introduction of the 11+ examination, the creation of specialist schools, or the new diplomas for 14-19 education).

In clinical medicine, the randomised controlled trial (RCT) is well established as the best way of identifying the relative impact of alternative interventions on predetermined outcomes. The salience of this research design is largely due to the random allocation of participants to the alternative treatments in relatively controlled conditions, such that any difference in outcomes between the groups is due either to chance, the likelihood of which can be quantified, or due to the treatment difference. The RCT is most easily applied to the measurement of the efficacy of simple, well-defined interventions, delivered in an ideal research setting, and where there is a short-term impact on an objectively measured outcome. The classic application of the RCT design in clinical medicine is the drug trial where, for example, the relative efficacy of two alternative antihypertensive drugs can be established by recruiting a sample of hypertensive patients, randomly allocating half to receive drug A and half to receive drug B, and then measuring the blood pressure of the patients at some predetermined follow-up point(s). The difference in their mean blood pressure at follow-up should be an unbiased estimate of the difference in treatment efficacy of the two drugs, and appropriate statistical methods can be used to determine how likely it is that this observed difference is due to chance.

In education, this approach to research is almost certainly under-used, but valuable and easily possible (Fitz-Gibbon 2001). Goodson (1999) randomised Year 2 pupils to undergo either formal or informal testing, and found that the pupils performed better when tested in the informal normal working environment, rather than formal test conditions. Butler (1988) randomised students to three groups, which after testing received either just their numerical grade, or a more detailed comment on their performance, or both of these. Those receiving just comments performed better in subsequent tests, particularly among the sub-group of lower achievers. These studies have provided clear answers to important questions, and are examples of where RCTs can be used as the most effective method in empirically driven knowledge development. The fact that the results have not always been allowed to affect national policies on assessment looks curious in light of current government demands for just this kind of evidence of what works, to form the basis of evidence-based policy-making. It is crucial that policy-makers learn to appreciate the difference in policy and practice terms between evidence generated by a trial and that generated by passive designs (Cook and Gorard 2007). Understanding this difference also helps us to understand the threats to validity, strengths and weaknesses of other designs.
Working towards an experimental design can be an important part of any research enterprise, even where an experiment is not envisaged or even possible. Sometimes a true experiment, such as a large randomised controlled trial, is not necessary, and sometimes it is not possible. An experiment is not necessary in a variety of research situations, including where the research question does not demand it, or where a proposed intervention presents no prime facie case for extended trialling. An experiment may also not be possible in a variety of research situations, including where the intervention has complete coverage, or has already been implemented for a long time, or where it would be impossible to allocate cases or clusters at random. However, a ‘thought experiment’ is always possible, in which the researchers consider no practical or ethical constraints except answering the research question as clearly as possible. Knowing the format and power of experiments gives us a yardstick against which to measure what we do instead, and even helps us to design what we do better. In then having to compromise from this ‘ideal’ to conduct the actual research, the researcher may come to realise how much more they could be doing. Another example is a natural experiment where we design an 'experiment' without intervention, using the same design as a standard experiment but making use of a naturally occurring phenomenon. There might then be more natural experimental designs, more practitioner experiments, and surely more studies with appropriate comparison groups rather than no explicit comparison at all (a situation which reviews show is the norm for UK academic research in education, see below). There might also be more humility about the quality of the findings emanating from the compromise design.

LINKED ARTICLE
Cook, T. and Gorard, S. (2007) What counts and what should count as evidence, pp.33-49 in OECD (Eds.) Evidence in education: Linking research and policy, Paris: OECD

2.1 Need for comparators

A local paper ran a front page story claiming that Cardiff was the worst area in Wales for unpaid television licences - it had 'topped the league of shame for the second year running'. The evidence for this proposition was that there were more people in Cardiff caught using TV without a licence than in any other 'area' of Wales (and it is important for readers to know that Cardiff is the largest of city in Wales). Not surprisingly the next worst area in the league of shame was Swansea (the second city of Wales), followed by Newport, then Wrexham, and so on. Everyone that I have told this story to laughs at the absurdity of the claim, and points out that the claim would have to be proportionate to the population of each area. Cardiff may then still be the worst, but at present we would have to assume that, as the most populous unitary authority in Wales, Cardiff would tend to have the most of any raw-score indicator (including, presumably, the number of people using TV with a licence). Why does this matter? It matters because very similar propositions to the newspaper story are made routinely in social science research, and rather than being sifted out in peer review, they are publicised and often feted. 

One of the most pervasive, and hard to eliminate, errors in simple data analysis is the omission of a crucial comparator. This allows writers to present one set of results as though they were in contrast to another, as yet, unspecified set. If done smoothly, many readers will never notice the error. Studies with missing comparators are widespread, almost by design, in a lot of what is termed 'qualitative' research. Social exclusion, for example, is commonly investigated through a consideration of the supposedly excluded group by itself, giving the reader no idea of how different the experience of this group actually is from the implicit 'included' group (who are often not even defined).

As a simple example of the power of this error in dealing with numeric data, look at the following question: 'A large survey discovered that fewer than 5% of 21 year-olds who had passed one or more A-levels were unemployed. Why is this not necessarily evidence that passing A-levels helps people to avoid unemployment?'. When I used this as part of an examination for a cohort of 245 second and third year Social Science undergraduates I received some very imaginative replies about the difficulties of establishing comparable qualifications for A-levels, and alternate definitions of unemployment depending on whether full-time undergraduates themselves could be included in the study. Only two candidates pointed out that they would, as a matter of course, require the equivalent rate of unemployment for 21 year-olds without A levels. That is the power of the missing comparator. So widespread has this error become that it can almost be accounted a technique, used most prominently by politicians and by the media in reporting crises in public policy (e.g. Ghouri 1999). One of the main values of trials is therefore that they force us to focus on a fair comparison.
LINKED ARTICLE
Fitz-Gibbon, C. (2003) Milestones en route to evidence-based policies, Research Papers in Education, 18, 4, 313-329
2.2 Need for good match
It is widespread in the literature, even in the minority of cases where a comparator of any sort is used, that the comparator is inappropriate. Primary school pupils in the UK are taught about the concept of a fair test, but the idea seems to have evaded most education researchers. Of course, in some studies the comparators are pre-determined or outside the control of the researchers. In these cases it is essential that researchers consider and report the ways in which the comparison might not be fair and so how it might affect or undermine the results. 
For example, Hammond and Yeshanew (2007) looked at differences in attainment between schools who took part in a detailed feedback process called PASS, run by NFER, and those who did not take part or who received other kinds of feedback. They concluded that ‘Schools who participated in PASS showed a significant difference (p<0.05) in attainment compared to those who received feedback as part of another project’ (p.103) and so entitled their paper ‘The impact of feedback’. These authors therefore make two common mistakes (see section 2.3). They assume that differences are caused by (impact of) the feedback even though the causal mechanism remains untested, and they use a p-value based on sampling theory to decide on the substantive importance of the difference, even though they also report that ‘no actual samples have been drawn’ (p.102). They seem to think that multi-level modelling, the complex correlation technique they use, means that they have tested causality and that they can ignore the assumptions of sampling theory. However, perhaps the most important flaw in their study is that the schools taking part in PASS differed from the others in at least two important respects. They volunteered to take part in the scheme, and they paid NFER to do so. This means that pre-existing differences in motivation and resources need to be considered as possible explanations of any subsequent differences found in attainment. But the authors are silent on these. These errors are not unusual, and the paper is used here simply as an illustration of the wider phenomenon that goes largely unremarked in review. In addition, it might be considered relevant that this evaluation of PASS was conducted and written by employees of NFER, the organisation selling use of PASS to schools in the first place. 
It is possible to try and make better matched comparisons than this, even when the comparators or groups are not determined by the researchers. One approach growing in popularity is termed propensity score matching. This approach builds statistical profiles to determine whether individuals will be part of the treatment group or not (Rosenbaum and Rubin 1983), but like its competitors (such as the contextualisation used by DCSF in England for supposedly value-added comparisons of school performance) it is considerably weaker than the randomisation routinely used in trials (see section 3.1, and see section 6.1 for a radical alternative). 
One of the many weak counter-arguments to the use of trials is that unlike science and medicine, the social world of education is so complex that a host of interactions (such as pupil reactions to the sex or age of the teacher) and personal characteristics (such as motivation) cannot be controlled for. The argument therefore suggests that randomised controlled trials and the like cannot be used in most areas of education. It is all too complicated. This argument is quite wrong and betrays a shocking lack of understanding of the workings of trials. Leaving aside the issue of whether genetics and particle physics really are much easier to study than social science, the matching control of RCTs is completely different in approach to propensity scores or contextualisation. They are randomised controlled (section 3.1). Instead of deliberately matching the two (or more) groups in an experiment in terms of known characteristics and so being open to the charge of a poor match in terms of unknown characteristics, RCTs do not have to consider any characteristics (known or unknown). If we take a large number of cases and allocate them randomly to two groups we are more likely to end up with unbiased groups than if we try to manufacture them in another way. RCTs use randomisation and large numbers of cases precisely because of the complexity of educational interactions. The complexity of the social world is an argument for using RCTs rather than the reverse.
2.3 Need for causal sequence

One of the main claims of trial designs, their raison d’etre in fact, is that they provide a good unbiased test of a causal claim. Intriguingly, despite the lack of experimental work in education (section 1) and the apparent decline of intervention studies over time, the proportion of papers making causal claims has actually grown over time, at least in the US (Robinson et al. 2007). The growth has been greater in studies with no intervention. In particular, complex statistical approaches such as HLM (multi-level modelling) and structural equation modelling are routinely misunderstood by researchers as testing causation, whereas of course they are subject to the same strictures are simple correlations. For example, Malacova (2007) created a post hoc multi-level model related to single-sex teaching. The paper is called the ‘Effects of single-sex education on progress in GCSE’ and many times talks of the effect of single-sex teaching – as in ‘The effect of school type is highly significant’ (p.246). There are many problems with this paper, including the fact that ‘The data are based on the entire population of schools’ (p.238) and so Malacova is misusing the idea of statistical significance. However, the key problem is that the conclusion (and title) cannot be warranted by the methods used (see section 4.2). Multi-level modelling is no more than complex correlation. Both of these mistakes, misuse of probability based statistics and confusing correlation with cause and effect, are widespread and this paper is used merely as an illustration. 
Of course, none of this matters if the concept of causation, on which the apparent pre-eminence of experimental methods rests, is an illusion. It is not possible to detect a cause empirically or prove that one exists philosophically. Effects cannot be deduced from observing causes, nor causes from observing effects (seeing a light bulb going off does not, by itself allow the observer to deduce whether it has been switched, whether there is power failure or the bulb is broken for example, Salmon 1998). It is even possible to imagine and describe social life without reference to causes. Since this is so, and we cannot see, smell, hear, measure or register causes directly it may be unwise to assume that they exist. In fact, an argument could be advanced that this is the most parsimonious, and therefore the most scientific, explanation of our observations. We can never directly sense a cause. We merely induce their existence from our experience of the association of two or more events, and this is nothing more than a habit of mind - immutable though it appears (Hume 1962). A cause is therefore 'when the occurrence of one event is reason enough to expect the production of another' (Heise 1975). A very similar process is observed in both classical and operant conditioning, where the association of two things leads the conditioned subject to behave in the presence of one thing as though it implied the presence of the other.

Causes are seen by some respected commentators as pre-scientific. Pearson (in Goldthorpe 2001) as early as 1892 was calling the idea of causes a 'mere fetish', which was holding up the advance of correlational techniques in statistics. Russell (in McKim and Turner 1997) argued in 1968 that physics no longer sought causes as they simply do not exist. According to him, causality is a relic of a bygone age, like the theory that infections were caused by demons invading the body perhaps. The best we can apparently hope for is the identification of 'relatively invariant functional relationships among measurable properties'. So Russell, like Pearson, would argue that scientific laws are idealised correlations. Mathematical statements or systems of equations can describe systems but they cannot express either intention or causality. If we drop a ball in a round bowl it will come to rest in the centre. We may predict this, and say that this was 'caused' by gravity, but we can see neither the cause nor the gravity, and the cause itself could not be expressed mathematically. This becomes clearer if we drop two balls in the bowl. We can model the final resting places of both balls mathematically, but we cannot use this to decide which ball is 'causing' the other to be displaced from the centre of the bowl. The events are mutually determined and this system of mutual determination is what the equations express (Garrison 1993). Mathematics can be used to show that systems are, or are not, in equilibrium, and to predict the actual change in the value of one variable(s) if another variable(s) is changed. However, this prediction works both ways. If y=f(x) then there will be a complementary function such that x=f'(y). Which variable is the dependent one (on the left-hand, predicted side) is purely arbitrary. Nothing in mathematics can overcome this. Non-causal mutuality (or concomitance) could be a perfectly reasonable and reasonably useful interpretation of many such sets of events.

A perfectly plausible alternative is one based purely on random events. A large table of pseudo-random numbers can contain arithmetic sequences, and passages of repetition, without us denying their essential randomness. The sequence '0 1 2 3 4 5 6 7 8 9' is as likely to be generated randomly as any other sequence of ten digits, such as '3 2 7 5 8 8 4 5 1 9'. Both are equally 'random' in the sense that we mean when describing such tables. In the same way perhaps the apparent regularities and repetitions that we observe more generally would be expected in a large (possibly infinitely large) universe. On this, admittedly rather extreme view, all scientific propositions are like the behaviour of a pigeon in a Skinner box repeating pointless actions in face of an accidental reinforcement schedule. However, this view, while intellectually coherent, means the end of scientific endeavour and, by definition, is not one that can be logically espoused by anyone engaged in publicly relevant research. Similarly, an economist believing that market indicators were actually following a 'random walk' could not earn a living as a predictor of these indicators, except as a charlatan.

Another position worthy of consideration in relation to the existence of causes is that they exist alongside non-caused events. One version of this stance was taken by those advancing the teleological argument for the existence of a god. Their argument was that everything has a cause, so it is possible to follow the causal chain back to the first cause which was, for the want of a better term, god. Ignoring the simple counter-argument that the existence of a first cause actually refutes the first premise (i.e. that everything has a cause), it is clear that such advocates are allowing both causes and non-caused phenomena to exist in the same universe. The same approach is now followed by economists who present evidence for rational choices as a causing agent. These choices, such as those involved in human capital theory, do not appear to work for individuals but only at aggregated levels. One interpretation therefore is that individuals operate using idiosyncratic processes that only appear to be rational when grouped. More overtly, this position was adopted in the twentieth century by physicists and others believing that events at some levels are random (uncertain) while at higher levels of analysis they are patterned. In social science this belief appears in models in which the predictable components of behaviour are seen as causal in nature, and the unpredicted (and unpredictable) parts are seen as random error terms or individual whimsy (Pötter and Blossfeld 2001).

An alternative view is that this position, while as logically possible as a random universe, is invalid for the practising social scientist. The number of potential explanations for any finite set of observations is actually infinite (created by simply adding more and more redundant clauses to a proposition for example). We overcome this practical problem, and foster cumulation, by concentrating only on the simplest explanations available. These are the most parsimonious, seeking to explain the observations we make without using additional propositions for which there is not already evidence. They are also the easiest to test, and to falsify in the Popperian model. We have no direct evidence to decide between explanations based on causes or on random events (Arjas 2001), so to use either one of them in an explanation involves making an assumption. To explain a set of observations using both involves making two assumptions, and is therefore unparsimonious. We have enough trouble establishing whether causes exist or not. To allow them to exist alongside unrelated phenomena makes most social scientific propositions completely untestable (for the falsification of a purported cause can always be gainsaid by the 'whimsy' element). Perhaps this is why social science shows so little practical progress over time.

Uncertainty could also be merely unpredictability, and it would be arrogant to assume that if we cannot yet predict a set of events then there is no more predicting to be done. Chaos theory is clearly causal but it allows for unpredictability due to complications in computation from the initial states (Gleick 1988). This unpredictability could stem from our inability to predict causatory events, or from our misunderstanding of the basic randomness of events. Both explanations are plausible, but currently untestable. Using both processes together is unnecessary, and trying to combine them into one description often leads to logical difficulties anyway. For example if sub-atomic events are really random, but have an effect on larger processes which are themselves causes, then following the causal chain argument the larger 'causes' are themselves randomly determined and therefore random. And if 'random' events can have a cause then they are not random, by definition.

The problem with causation is not that there are events that it cannot explain, but that it is itself impossible to observe. Therefore, there is no value in mixing it up with a model such as intention (Gambetts 1987) which is also perfectly capable of explaining decisions by itself but which is also not open to observation by social scientists. Given that there is no way of deciding between them empirically, either causation or intention can be adopted (it makes little practical difference which at this stage). There is no empirical justification for working with both at the same time (any more than there is for working with causation and randomness). Rather, in a causal explanation, an intention or an individual choice can be an outcome (of social or family background for example) as well as a cause. The argument is actually about the nature of the cause (or effect), not about whether it is a cause. When psychologists argue the nature/nurture controversy, or sociologists debate the relative importance of structure and agency, for example, they are simply arguing about what the relevant causes are.

One way of viewing causation is as a stable association between two elements. Where one is present the other is also, and when one is absent the other is also. It is the constant conjunction that suggests that all possible futures will be like all pasts (Hume 1962). This view of causation has two main problems: we know that it opens us to superstition, and it does not allow for intermittent association. Skinner's accidental reinforcement schedule is a powerful reminder of the dangers of allowing causal models to be based only on association. Skinner's intermittent reinforcement schedule shows us how difficult it might be to shake such causal models once they have been accepted. We can be easily fooled by association (hence the common caveats about correlations in standard textbooks), especially where these associations involve large numbers and are backed by expertise or apparent authority (Brighton 2000). This point was made recently by Johnson (2001) in relation to the false distinction in the US between 'causal-comparative' studies using analysis of variance techniques and 'correlational' studies. Comparative models do not provide positive evidence of causation in non-experimental designs. It is, perhaps, simply their increasing complexity and the apparent authority of the statisticians who understand them that makes others prepared to accept this falsehood.

In evaluating whether a possible causal theory makes sense, de Vaus (2001) suggests in addition to explaining the co-variation and time sequence, and being plausible, that the proposed dependent variable must be capable of change. While the sex of the student could affect the outcome of a job interview, the reverse could not be true. Sex would be unchanged by the interview. In fact, we can go further than saying the dependent variable must be capable of change. It must be able to be changed by the independent variable. If there is a relationship between the level of poverty among sixteen-year-olds and their examination results, then the only causal model that makes sense in the short-term is one where poverty affects examination results. A possible characteristic of a good causal model is an explanatory process or theory that takes these restrictions on plausibility into account. If causation is a generative process then something must be added to the statistical association between an intervention and an outcome for the model to be convincing. The cause must be tied to some process that generates the effect. The standard example is the clear relationship between smoking and lung cancer. The statistical conjunction and the observations from laboratory trials were elucidated by the isolation of carcinogens in the smoke, the pathological evidence from diseased lungs and so on. From this complex interplay of studies and datasets emerges an explanatory theory - the kind of theory that generates further testable propositions. This is the key role for theory-building in research.

This brings us back to the role of experiments. Another way of viewing causation is via the effect of an intervention. If causes are not susceptible to direct observation, but what they 'cause' is effects, then at least those effects must be observable. Causes are really only susceptible to testing by intervening and measuring, the technique of randomised controlled trials and related designs. We should therefore probably follow the principle of 'no causation without manipulation'. This is the approach used by Pavlov in so far as classical conditioning involved a causal model of learning and extinction. Koch used a very similar approach of intervening and treatment removal to show causation in infections (Cox and Wermuth 2001). Unfortunately in a social science where the subject of study is people we cannot usually expose the same people both to the treatment and not, as might be possible by using two near identical cases in Physics for example. We therefore use statistical approaches (such as random allocation to groups) to overcome this limitation. And this, of course, may be why probabilistic models of causation emerge. They may reflect, not the reality of the study, but the practical limitation of our experimental designs when dealing with people.
Having resolved this, in practical terms cause/effect is still difficult to isolate. Given the design bias, and sampling and measurement errors in all our work we may end up with estimates rather than simple, almost mechanical, cause and effect models. While perhaps disappointing to some, this is actually inevitable. Our role as researchers is to minimise the bias and the sampling and measurement errors. Statistics, as popularly conceived, can only help with the least important of these - the sampling error. Overcoming the rest of the error, the bulk of it in any design, is to do with rigour. Rigour should transcend any specific design, approach or method. It is certainly not the prerogative of experiments.
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3. An introduction to trial designs

3.1 Sampling

There are two elements of sampling when conducting or assessing a trial. The first concerns the size of the sample, in much the same way as when conducting a survey or other study. The second concerns the random allocation of the overall sample into two or more treatment groups. 

How large should a sample be? There are several methods to help decide on an appropriate sample size for any trial, but my general advice is to have as large a sample as possible. The sample must be large enough to accomplish what is intended by the analysis. Small samples can lead to the loss of potentially valuable results, and are equivalent to a loss of power in the test used for analysis. It is also the case that the actual number in your sample is not always a great determinant of your time or cost.
If you are looking for a difference between the groups in your trial (even if no difference exists in fact, you need to have a sample of sufficient size to convince others that you could have found the difference if there was one), then your success or failure is determined mainly by four things. First, there is the effect size of the phenomenon you are studying (or, of course, its rarity). In social science research effect sizes are often very small. For example, studies of the impact of social work interventions have struggled to find evidence of any beneficial effect at all. Studies of the impact of schools on student examination results suggest that around 85-95% of the variation in results is due to the prior attainment and characteristics of the individual students. Only 5-15% at maximum is due to the impact of teachers, departments and schools, and any error component. Therefore, looking at differences between schools in terms of curricular development or management style involves examining small differences within what is already a fairly small difference between schools. In both cases, you would need a very large sample in order to have a chance of finding an impact of social work or schools. The smaller the effect size the larger the sample you need to find it.
Second, there is the variability of the phenomenon you are studying. The more variable is the thing (or things) you are studying, then the larger the sample needed. Imagine you were trying to find the average height of a group of people. If they are all of the same height then you only need a sample of one to be perfectly accurate in your measurement, but the more variation there is in the heights of this population the more people you need to measure to make sure the first few are not extreme scores. As another example, if you are interested in comparing the examination results by sex in two schools the results may be quite similar in many respects. The difference between the highest and lowest achievers in either school is likely to be much larger than the differences between the schools or between the sexes. If boys and girls are gaining fairly similar results in both schools, then the effect size you are looking for (difference between sexes) is small in comparison to the overall variability of your chief variable (examination results). 

Third, there is the 'power' of the statistical test that you use to discern the pattern. In summary, power is an estimate of the ability of the test you are using to separate the effect size from random variation. Fourth, there is the sample size. 

To summarise: successful identification of social patterns is assisted by a strong effect, measures of low variability, using a powerful test, and by having a large sample. A change in any one of these factors is equivalent to a change in any others. Increasing the effect size therefore has the same effect as using a more powerful test, or decreasing the variability of the measure. However, of these four aspects only the sample size is clearly under the control of the researcher. Research questions are driven by importance, relevance, curiosity, serendipity and autobiography. Researchers do not decide what to research because of its variability or its effect size. Similarly, you will generally use the most powerful test that your design allows. Selecting a large sample is therefore the only chance you have to influence directly your chances of success. Note that even if you were to find no pattern this lack of pattern will only be convincing to your audience if the sample was large enough to have found one if it did exist.

As noted above, your resources for the research, including the time and money available, are probably a strong influence on your chosen sample size but do try not to exaggerate their importance. On the other hand, if your consideration of other factors suggest that you need to use a sample size that simply cannot be achieved with the resources available to you, then the study must be modified. Do not go ahead in the knowledge that your sample size is totally unsatisfactory for the work you are doing.
An increase in the size of your sample is equivalent to an increase in the power of any statistical test or model that you use. Power is a measure of the test’s ability to separate out genuine effects from random variation. In theory, you can try and estimate the sample size required more precisely via a ‘power analysis’. In practice, power analyses are somewhat unrealistic – needing to be conducted in advance for each possible variable in the study, and requiring that the variance and effect size of each measure is known in advance (somehow). If a statistician devised a new and more powerful test whose use with existing data was able to settle debates that social scientists had been having for decades, or conversely to throw doubt on other more established explanations, they would be rightly famous. Improvements in method are thus often the precursor to an improvement in knowledge. Yet you could achieve exactly the same effect as this by using a larger sample than you anticipated or than is normal in your field. Torgerson and Torgerson (2008) suggest as a pragmatic compromise approach that for any effect size sought, a minimum sample of 32 cases divided by the square of the effect size will provide about 80% power (i.e. detect the effect if present about 80% of the time). Of course, if the proposed analysis divides each treatment group into further sub-groups, such as males and females, then an even larger sample is needed (see Gorard 2003, chapter 3). 
The total number of cases can be sought as volunteers, in organisational units (see below), or sampled randomly from a known population. In the latter case only, the results from the trial can be generalised to the more general known population. In the former case, the trial result is only directly valid for the groups taking part. This is a point of some confusion both for new analysts and for readers of trial reports, because generalising to a population as is also done with survey data sounds similar to the statistical analysis conducted with the trial treatment groups (see below). In fact, only the latter was what was intended by pioneers like Fisher. To recap – randomly sampling the cases to take part in trial (before allocation to groups) allows the results of the trial to be generalised to all those cases with a non-zero chance of having been selected (the population). Randomly allocating the cases in the trial (whether volunteers or sampled) to different treatment groups allows us to see if the treatments have had any differential impact. Randomly allocating the cases in the trial to different treatment groups avoids selection bias, and allows us to generalise the results to all cases (but not to any wider population). In both stages of sampling, missing cases are a major source of bias, and need to be avoided as far as possible (see section 5). It is usually possible to allocate all cases agreeing to take part to one of the treatment groups, and as long as the outcomes for anyone dropping out are known and they are included in the final analysis little harm is done (intention to treat/teach analysis).
Many times in education our samples are of organisational units such as classes or schools rather than individual learners. Sampling groups of cases in this way is known as cluster sampling, and as long as the units are selected randomly then the same logic of experiments can be adopted. Using a clustered sample implies not so much a difference in selection procedures as a difference in defining population units. The cases we are interested in often occur in natural clusters such as institutions. So we can redefine our population of interest to be the clusters (institutions) themselves and then select our sample from them using one of the above procedures. The institutions become the cases, rather than the individuals within them. This has several practical advantages. It is generally easier to obtain a list of clusters (employers, schools, voluntary organisations, hospitals etc.) than it is to get a complete list of the people in them. If we use many of the individuals from each cluster in our selected sample, we can obtain results from many individuals with little time and travel, since they will be concentrated in fewer places. 

For example in a survey of teachers we might select a random sample of 100 of the 25,000 schools in England and Wales, and then use the whole staff of teachers in each of these selected schools. It is important that the odds of a cluster being selected are in proportion to the number of individuals they represent (i.e. schools with more teachers should be more likely to be picked). Despite this complication in the calculation (and the need to have at least some information about each cluster), this approach is growing in popularity. Its chief drawback is the potential bias introduced if the cases in the cluster are too similar to each other. People in the same house tend to be more similar to each other than to those in other houses, and the same thing applies to a lesser extent to the hamlets where the houses are (people in each post-code area may tend to be similar), and to the regions, and nations where they live (and so on). This suggests that we should try to sample more clusters, and use appropriately fewer cases in each cluster. As usual, the precise compromise between resource limitations and the ideal is a judgement of the researcher. Being aware of, and recording, this judgement is probably the most important safeguard against the undue influence of bias. More complex techniques for dealing with clusters include Bayesian methods, multi-level modelling, and robust variance estimation (Gorard 2007). 
3.2 Basic design
The logic of an experiment relies on the only difference between the groups being due to the treatment. Under these conditions, the experiment is said to lead to valid results. There are several threats to this validity in experiments. Some of these are obvious, some less so. An often cited, but still useful, summary of many of these potential threats comes from Campbell and Stanley (1963) and Cook and Campbell (1979). These are conveniently grouped under eight headings, discussed briefly here. It is important to remember that all of the problems facing experiments apply with equal or even greater force to all other research designs. The experiment is currently the most theoretically-based and considered design available, and it has led to considerable research cumulation in many fields of endeavour of the kind that other, perhaps weaker, designs have yet to achieve.

History
Some people taking part in experiments may have other experiences during the course of the study that affect their recorded measurement but which are not under experimental control. An example could be a fire alarm going off during the exposure to one of the treatments (e.g. during the maths lecture for one of the groups above). Thus, an 'infection' or confounding variable enters the system and provides a possible part of the explanation for any observed differences between the experimental groups. 

Maturation
By design, the post-treatment measure (or posttest) is taken at some time after the start of the experiment or, put more simply, experiments require the passage of time. It is possible therefore that some of the differences noted stem from confounding factors related to this. These could include ageing (in extreme cases), boredom, and practice effects. Time is important in other ways. If, for example, we are studying the effect of smoking prevention literature among 15 year-olds, when is the payoff? Are we concerned only with immediate cessation or would we call the treatment a success if it lowered the students' chances of smoking as adults? To consider such long-term outcomes is expensive and not attractive to political sponsors (who usually want quick fixes). A danger for all social policy research is therefore a focus on short-term changes. Even where the focus is genuinely on the short term, some effects can be significant in size but insignificant in fact because they are so short-lived. Returning to the smoking example, would we call the treatment a success if it lowered the amount of smoking at school for the next day only? 

Experimenters need to watch for what has been termed a 'Hawthorne' effect. A study of productivity in a factory (called Hawthorne) in the 1920s tried to boost worker activity by using brighter lighting (and a range of other treatments). This treatment was a success. Factory output increased, but only for a week or so before returning to its previous level. As there was apparently no long term benefit for the factory owners, the lighting level was reduced to the status ante. Surprisingly, this again produced a similar short-term increase in productivity. This suggests that participants in experiments may be sensitive to almost any variation in treatment (either more or less lighting) for a short time. The simple fact of being in an experiment can affect participants' behaviour. If so, this is a huge problem for the validity of almost all experiments and is very difficult to control for in a snap-shot design. It can be seen as a particular problem for school-based research, where students might react strongly to any change in routine regardless of its intrinsic pedagogical value (and the same issue arises with changes of routine in prisons and hospitals). Of course, the Hawthorne effect could be looked at in another way (e.g. Brown 1992). If you were not interested in generating knowledge in your research, but literally only concerned with what works, then adopting Hawthorne-type techniques deliberately could be seen as a rational approach. Since production increased both when lighting levels were increased and when they were decreased, some of the factory owners were naturally delighted with the results (although this part of the story is seldom told in methods textbooks).

Testing
The very act of conducting a test or taking a measure can produce a confounding effect. People taking part may come to get used to being tested (showing less nervousness perhaps). Where the design is longitudinal they may wish to appear consistent in their answers when re-tested later, even where their 'genuine' response has changed. A related problem can arise from the demand characteristics of the experimenter who can unwittingly (we hope) indicate to participants their own expectations, or otherwise influence the results in favour of a particular finding. Such effects have been termed 'experimenter effects' and they are some of the most pernicious dangers to validity. In addition, apparently random errors in recording and analysing results have actually been found to favour the experimental hypothesis predominantly (Adair 1973). If the researcher knows which group is which and what is 'expected' of each group by the experimental hypothesis then they can give cues to this in their behaviour. 

Traditionally, this effect has been illustrated by the history of a horse that could count (Clever Hans). Observers asked Hans a simple sum (such as 3+5), and the horse tapped its hoof that number of times (8). This worked whether the observers were believers or sceptics. It was eventually discovered that it only did not work if the observer did not know the answer (i.e. they were 'blind', see below). What appeared to be happening was that the horse was tapping its hoof in response to the question, and after tapping the right number of times it was able to recognise the sense of expectancy, or frisson of excitement, that ran through the observers waiting to see whether it would tap again. The horse presumably learnt that however many times it tapped if it stopped when that moment came it would then receive praise and a sugar lump. Social science experiments generally involve people both as researchers and as participants. The opportunities for just such an experimenter effect (misconstruing trying to please the experimenter as a real result) are therefore very great. If we add to these problems, the other impacts of the person of the researcher (stemming from their clothes, sex, accent, age etc.) it is clear that the experimenter effect is a key issue for any design.
Instrumentation
'Contamination' can also enter an experimental design through changes in the nature of the measurements taken at different points. Clearly we would set out to control for (or equalise) the researcher used for each group in the design, and the environment and time of day at which the experiment takes place. However, even where both groups appear to be treated equally the nature of the instrument used can be a confounding variable. If the instrument used, or the measurement taken, or the characteristics of the experimenter change during the experiment this could have differential impact on each group. For example, if one group contains more females and another more males and the researcher taking the first measure is male and the researcher taking the second measure is female then at least some of the difference between the groups could be attributable to the nature of same and difference sex interactions. Note that this is so even though both groups had the same researcher on each occasion (i.e. they appeared to be treated equally at first sight).

Regression
In most experiments the researcher is not concerned with individuals but with aggregate or overall scores (such as the mean score for each group). When such aggregate scores are near to an extreme value they tend to regress towards the mean score of all groups over time almost irrespective of the treatment given to each individual, simply because extreme scores have nowhere else to go. In the same way perhaps that the children of very tall people tend to be shorter than their parents, so groups who average zero on a test will tend to improve their score next time, and groups who score 100% will tend towards a lower score. They will regress towards the mean irrespective of other factors. If they show any changes over time these are the only ones possible, so random fluctuations produce 'regression'. This is a potential problem with designs involving one or more extreme groups.

Selection
As with any design, biased results are obtained via experiments in which the participants have been selected in some non-random way. Whenever a subjective value judgement is made about selection of cases, or where there is a test that participants must 'pass' before joining in, there is a possible source of contamination. This problem is overcome to a large extent by the use of randomisation both in selecting cases for the study and in allocating them to the various treatment and control groups, but note the practical difficulties of achieving this.

Mortality
A specific problem arising from the extended nature of some experiments is dropout among participants, often referred to by the rather grim term 'subject mortality'. Even where a high quality sample is achieved at the start of the experiment this may become biased by some participants not continuing to the end. As with non-response bias, it is clearly possible that those people less likely to continue with an experiment are systematically different from the rest (perhaps in terms of motivation, leisure time, geographic mobility and so on). Alternatively, it is possible that the nature of the treatment may make one group more likely to drop out than another.
Diffusion
Perhaps the biggest specific threat to experiments in social science research comes from potential diffusion of the treatments between groups. In a large-scale study using a field setting it is very difficult to restrict the treatments to each experimental group, and it is therefore all too easy to end up with an 'infected' control group. Imagine the situation where new curriculum materials for Key Stage Two Geography teaching are being tested out in schools with one experimental group of students and their results compared to a control group using more traditional curriculum material. If any school contains students from both groups it is almost impossible to prevent one child helping another with homework by showing them their 'wonderful' new books. Even where the children are in different schools this infection is still possible through friendship or family relationships. Cross-infection in these circumstances can come from the teachers themselves who tend to be collaborative and collegial, and very keen to send their friends photo-copies of the lesson plans that they have just been given. For these teachers, teaching the next lesson is understandably more important than taking part in a national trial. On the other hand, if the experimental groups are isolated from each other, by using students in different countries for example, then we are introducing greater doubt that the two groups are comparable anyway. Similar problems arise in other fields, perhaps most notably the sharing of drugs and other treatments in medical trials.

As you can imagine, given these and other potential limitations of experimental evidence, there will always be some room for doubt about the findings even from a properly conducted experiment. It is important, however, to note two points. First, there are some things we can do with our basic design to counter any possible contamination, such as making as much of it as blind as possible so that the researchers analyse and enter data without knowing which group each case is in. Second, the experiment remains the most completely theorised and understood method in social science. With its familiarity comes our increased awareness of its limitations, but other and newer approaches will have as many and more problems. Worse, other designs will have dangers and limitations that we are not even aware of yet. 

The basic experimental design takes care of several possible threats to validity. The random allocation of participants to groups reduces selection bias, so that the only systematic difference between the groups is the treatment, and the control group gives us an estimate of the differences between pre and post-test regardless of the intervention. Designs usually get more complex to control for any further threats to internal validity. In psychology in particular some very large, and sometimes rather unwieldy, approaches are used. A 'factorial design' uses one group for each combination of all the independent variables, of which there may be several. So for an experiment involving three two-way independent variables there would be eight conditions plus at least one control group. The effects of these variables would be broken down into the 'main effects' (of each variable in isolation) and the 'interaction effects' (of two or more variables in combination). 

As you may imagine the analysis of such advanced designs becomes accordingly more complex also. For despite the fact that undergraduates are routinely taught these designs, they do not always, in my experience, either appreciate or understand them. And they even more rarely use them properly. I came across an entire student cohort of psychologists who were 'sharing' the syntax instructions (i.e. a computer program) to run a multivariate analysis of variance with their dissertation data. The syntax was given to them by a member of staff who appeared to believe that it could be used without explanation, and for all and any experimental designs. None of the students I spoke to had the faintest idea what the numbers generated by this program meant. 

Factorial designs are anyway sometimes used in situations when they are not necessary (perhaps only because 'we have the technology'). When faced with considerable complexity in the topic of an investigation I feel that a more helpful response is to seek greater simplicity of approach rather than greater sophistication. For example, it is clear that the pretest phase in an experiment can sensitise people for their subsequent post-test (an experience/instrumentation effect). So we could use at least four groups and alternate both the treatment and whether there is a pretest or not. A simpler variant with the same advantage is the posttest only design (Table 3.1). If the sample is large enough it is possible to do away with the pretest and assume that the randomly allocated groups would have had equivalent mean scores before treatment. As this is even simpler than the basic design we can be even more confident that it is only the intervention which causes any difference between groups. Problems are quite often solved in this way, via simplification of the process.
Table 3.1 - The posttest only experimental design

	
	Allocation
	Pretest
	Intervention
	Posttest

	Group A
	random
	-
	treatment
	measurement

	Group B
	random
	-
	-
	measurement


Since the researcher can have a social impact on the outcomes of an experiment, this needs to be controlled for in the design, if possible, and made visible in the reporting of results. There are various standard techniques to overcome the experimenter effect, though it is doubtful that all would be available for use in a small-scale student project. To start with it is important that the participants are 'blind' in that they do not know the precise nature of the experiment until it is complete. Ideally the experimenter should also be 'blind' in not knowing which group any participant belongs to (and this is also some protection against the ethical quandary of running a real-life experiment when you already believe, but have no publishable evidence, that one treatment is better than another). This double-blind situation is sometimes maintained by means of a placebo (the name deriving from drug trials) in which everyone appears to undergo the same treatment even though some of the treatment is phoney or empty (equivalent to a sugar pill rather than a drug). Finally, if practical, it is better to have a 'triple blind' situation in which the person coding and analysing the data does not know until later which is the experimental group.

Another way of achieving the same end is to automate the experiment and thereby minimise social contact (often not possible of course). Another is to sub-contract the experiment to someone else who does not know the details. You could, for example, offer to conduct an experiment for a colleague in return for them conducting yours. Other ways of minimising experimenter bias include getting more than one account of any observation, by using several people as observers and looking at the inter-rater reliability of all measurements taken, or by a triangulation of methods wherein the experimental findings are checked against evidence from other sources. All of these are good, and many can be used in combination.

4. Related issues

4.1 Ethical considerations

A key ethical concern for those conducting or using publicly-funded education research ought to be the quality of the research, and so the robustness of the findings, and the security of the conclusions drawn. Until recently, very little of the writing on the ethics of education research has been concerned with quality. The concern has been largely for the participants in the research process, which is perfectly proper, but this emphasis may have blinded researchers to their responsibility to those not participating in the research process. The tax-payers and charity-givers who fund the research, and the general public who use the resulting education service, have the right to expect that the research is conducted in such a way that it is possible for the researcher to test and answer the questions asked. Generating secure findings for use could involve a variety of factors including care and attention, sceptical consideration of plausible alternatives, independent replication, transparent prior criteria for success and failure, use of multiple complementary methods, and explicit testing of theoretical explanations through randomised controlled trials or similar experimental designs.

While perhaps overplayed in importance by some writers there will be at least some ethical considerations in any piece of research. Consider this example. NHS Direct is a telephone helpline set up to relieve pressure on other UK National Health Service activities. Callers can ask for help and advice, or reduce their anxiety about minor injuries or repetitive illness, without going to their General Practitioner or to hospital out-patients. Research reported by Carter (2000) found serious shortcomings in this new service. The evidence was collected by making a large number of fake calls to test the consistency, quality and speed of the advice given. In ethical terms, is this OK? 

One argument against this study is that it has misused a procedure intended to relieve pressure on an already pressurised and potentially life-saving public service. By conducting the research via bogus calls, it is at least possible that individuals have suffered harm as a consequence. One argument for the study would be that realistic (and therefore 'blind', see above) evaluations are an essential part of improving public services, and that the longer-term objective of the study was to produce an amelioration of any shortcomings discovered. If, for the sake of argument, NHS Direct was actually a waste of public funds it would be important to find this out at an early stage and redirect its funding to other approaches. This, in a nutshell, is the major issue facing ethics and research. Researchers will not want to cause damage knowingly, but is it worth them risking possible harm to some individuals for a greater overall gain? As with most decisions I am faced with, I do not have a definite answer to this one. Or rather, my definite answer is 'it depends'.

It depends, of course, on the quality of the research being conducted. Most observers would agree with this on reflection, but it is seldom made explicit in any discussion of ethics. It would, for example, be entirely reasonable to come to opposite conclusions about the example above dependent on the quality of the study. If calling the help-line for research purposes runs a risk of replacing other genuine callers then it has to be considered whether the value of the research is worth that risk. The risk can only be judged against the purpose and rigour of the research. If, for example, the study found that the line was working well, then no more research is needed (and the study has served its evaluative purpose). If the study found problems, and as a result these could be ameliorated (although it is clearly not the full responsibility of the researcher if they are not), then the study could claim to be worthwhile. The one outcome that would be of no use to anyone is where the research is of insufficient quality to reach a safe and believable conclusion either way. In this case, all of the risk has been run for no reason and no gain. From this it would not be too much of a stretch to say that, in general, poor research leading to indefinite answers tends to be unethical in nature, while good trustworthy research tends to be more ethical.

In many fields in which we wish to research our influence over ethical situations is marginal. One may have to 'befriend' convicted serial killers, however repugnant the task, in order to find out about their motivations (if this is felt to be important to know). Our control over the quality of our work is generally much greater than our control over ethical factors. Thus, ethically, the first responsibility of all research should be to quality and rigour. If it is decided that the best answer to a specific research question is likely to be obtained via an experimental design for example, then this is at least part of the justification in ethical terms for its use. In this case, an experiment may be the most ethical approach even where it runs a slightly greater risk of 'endangering' participants than another less appropriate design. Pointless research, on the other hand, remains pointless however 'ethically' it appears to be conducted. Good intentions do not guarantee good outcomes. Such a conclusion may be unpalatable to some readers, but where the research is potentially worthwhile, and the 'danger' (such as the danger of wasting people's time) is small relative to the worth, my conclusion is logically entailed in the considerations above. I am, of course, ruling out entirely all actions, such as violence or abuse, that we would all agree are indefensible in any research situation.

Reinforcement for this conclusion comes from a consideration of the nature of funding for research. Whether financed by charitable donations or public taxation, research must attempt to justify the use of such public funds by producing high quality results. If the best method to use to generate safe conclusions to a specific question is an experiment (for example), then there should be considerable ethical pressure on the researcher to use an experiment.

The application of experimental designs from clinical research to educational practice does, however, highlight specific ethical issues (Hakuta 2000). In a simple experiment with two groups, the most common complaint is that the design is discriminatory. If the control group is being denied a treatment in order for researchers to gain greater knowledge about it, this could be deemed unethical. But this approach is only unethical if we know which group is to be disadvantaged. In most designs, of course, the whole purpose is to decide which treatment is better (or worse). We need evidence of what works before the denial of what works to one group can be deemed discriminatory. Perhaps a study would only be unethical if you couldn't find anyone who believed that the experimental group is not advantaged. In our current state of relative ignorance about public policy and human behaviour, it is as likely that the treatment will be the inferior approach for some, as that doing nothing to find out what works will damage the chances of others. An analogy for our present state of affairs might be the development of powered flight. All aeroplanes and flying machines designed around 1900 were based on the same Newtonian aerodynamics in theory. In testing, some of them flew and some crashed, despite the belief of all designers that their own machine would work. It was only the testing that sorted one group from the other. To strain the analogy a little, one could hardly argue that it would be more ethical for us all to fly in planes that had not been tested. For some reason, most discussions of ethical considerations in research focus on possible harm to the research participants, to the exclusion of the possible harm done to future users of the evidence which research generates. They almost never consider the wasted resources, and worse, used in implementing treatments and policies that do not work (see Torgerson and Torgerson 2001). In the UK it is legally impossible to market a new powder for athlete's foot without testing it, but we spend billions of pounds on public policies for crime, housing, transport and education that affect millions of people without any real idea of whether they will work. How ethical is that?

On the other hand, is it fair to society (rather than just the control group) to use an intervention without knowing what its impact will be? Would it be reasonable, for example, to try not jailing people sentenced for violent crimes simply to see if this led to less re-offending (de Leon et al. 1995)? Again the answer would have to be - it depends. What we have to take into account is not simply what is efficient or expedient but what is right or wrong. This judgement depends on values, and values are liable to change over time. In fact, doing the work of research can itself transform our views of what is right and wrong. If an alternative punishment to prison led to less violent crime, who would object (afterwards)? Would we have oxygen treatments for neonates, or drugs for heart diseases, if we were dominated by short-term ethical considerations? Ideally, we should test all public and social interventions before using them more widely. The problems above are also shared with disciplines like history (archaeology, palaeontology, astronomy etc.), but the difference here is that history (like the others) is constrained to be non-experimental and is, in effect, making the best of what is possible. Social science research has no such general constraint about experiments (although it applies to some research questions). 

Is deception of the participants in an experiment OK? Should we always tell the truth? Should we encourage others to behave in ways they may not otherwise (by making racist statements for example)? What is the risk to the participants? Can we assure confidentiality? Moral judgements such as these require deliberation of several factors, and there is seldom a clear-cut context-free principle to apply. There are two main contradictory principles in play here: respect for the welfare of participants, and finding the truth. The right to 'know' is an important moral after all, even where the consequences might hurt some individuals (such as those with a commercial interest in our ignorance). We can never fully ignore the consequences of our study and we need to be tentative in our claims, as even experiments lead only to possible knowledge. Nevertheless, we also need virtues such as honesty to behave as researchers, to publish results even when they are painful or surprising (and the question 'could you be surprised by what you find?' is for me one criterion of demarcation between research and pseudo-research), and the courage to proceed even if this approach is unpopular. 

LINKED ARTICLE
Gorard, S. (2002b) Ethics and equity: pursuing the perspective of non-participants, Social Research Update, 39, 1-4

4.2 Warranting conclusions

Some of the criticism of education research in the US, UK and elsewhere during the 1990s was concerned with relevance. But education is an applied field of research. I do not find, as I review evidence for different projects, much published research that has no relevance to some important or useful component of education. The criticism should more properly be directed to the poor quality of much research, where even though the findings may have relevance they still cannot be used safely. In response to these perceived deficiencies, formal capacity-building activities have tended to focus on solutions in terms of methods, such as having more quantitative work, more systematic reviews, or more experiments. These, to my mind, are not the answer in themselves. The answer for me lies in genuine curiosity, coupled with outright scepticism. These characteristics lead a researcher to suit methods to purpose, try different approaches, replicate and triangulate, and to test their findings. It leads them to consider carefully the logic and hidden assumptions on the path from evidence to conclusions, automatically generating caveats and multiple plausible interpretations from the standard query – ‘if my conclusions are actually incorrect, then how else could I explain what I have found?’. Some improvement may come from researcher development, but, somewhat pessimistically for an educator, I have come to believe that the role of capacity-building is limited here (Gorard 2005).

Research itself is quite easy. Everyone (even an infant) does it every day by gathering information to answer a question and so solve a problem (e.g. to plan a rail journey, Booth et al. 1995). In fact most of what we 'know' is research-based, but reliant on the research of others (such as the existence of Antarctica). Where we have no other choice we may rely on our judgement of the source of that information (an atlas may be more reliable than memory, the rail enquiries desk may be more reliable than last year's timetable). But where we have access to the research findings on which any conclusions are based we can also examine their quality and the warrant that connects the two. Similarly when we present our own research findings, we need to give some indication, via caveats, of the extent to which we would be prepared to bet on them being true, or the extent to which we would wish others to rely on them being true. This is part of our 'warrant'. Obviously, producing high quality research is important but even high quality work can lead to inappropriate conclusions.

Huck and Sandler (1979) remind readers of a silly example in order to make an important point about warrants. An experimental psychologist trains a flea to jump in response to hearing a noise. Every time the noise is made the flea jumps. They then cut the legs off the flea, and discover that it no longer jumps when the noise is made. Conclusion: cutting off the legs has affected the flea's hearing. Of course, this is clearly nonsense but, as with the politician's error, it is likely that we have all been persuaded by similar conclusions. If a physiologist cuts out a piece of someone's brain, and the person can no longer tell us about a memory (or perform a skilled action) that they were able to previously, then is this evidence that the specific memory or skill was 'stored' in that section of brain? Many such claims have been made, and early maps of brain function were based on just this approach. However, the same effect of inability to report recall of memory (or skill) could have been achieved by cutting peoples' tongue out, or removing their heart. All three operations may prevent memory recall for different reasons without showing that the part of the body removed in each case is the site of the memory. 

Brignell (2000) provides another example. The chemical industry routinely uses a chemical called 'dihydrogen monoxide'. While tremendously useful, this chemical often leads to spillages, and finds its way into our food supply. It is a major component of acid rain, and a cause of soil erosion. As a vapour it is a major greenhouse gas. It is often fatal when inhaled, and is a primary cause of death in several UK accidents per year. It has been found in the tumours of terminally ill patients. What should we do about it? In a survey the clear majority of respondents believed that water, for that is what it is, should be either banned or severely regulated. All of those statements about water are basically 'true', yet clearly none of them mean that water should be banned. Now replace water with another, less abundant, chemical. How do you feel about banning it now? You have no obvious reason to change your mind. Yet you will probably have accepted just such evidence as we have about water to accept the banning of other chemicals. Do you see how difficult, but also how important, the warrants for research conclusions are? In both the flea and the water example the problem was not principally the research quality (or put another way the problem was separate from any reservations we may have about quality). The problem was that the conclusions drawn were not logically entailed by the research evidence itself. 

The warrant of an argument can be considered to be its general principle - an assumption that links the evidence to the claim made from it (Booth et al. 1995). Claims must be substantive, specific, and contestable. The evidence on which they are based ought to be precise, sufficient, representative, authoritative, and clear to the reader (as far as possible). In logical terms, if we imagine that our simplified research evidence is that a specific phenomenon (A) has a certain characteristic (B), then our evidence is that A entails B. If we want to conclude from this that phenomenon A therefore also has the characteristic C, then the third component of our syllogism (the classic form of our argument) is missing or implying. This third component is that everything with characteristic B also has characteristic C. Thus, our complete syllogism is:

This A is B

All B are C

Therefore, this A is also C.

While the first part (A is B) may be likened to the evidence in a research study (e.g. water can be fatal), and the third (A is C) is the conclusion (e.g. water should be banned), then the second (B is C) is like the warrant (e.g. everything that can be fatal should be banned). In research this step is often missed, as it is tacitly assumed by the author and the reader. However, where the research is intended to change the views of others it is necessary to make the warrant explicit. It can be challenged, but unlike a challenge to the evidence it is not about quality but rather about the relevance of the evidence to the conclusion. In the water example the warrant is clearly nonsense. Water can be fatal, but we cannot ban everything that could be fatal. But accepting that this warrant is nonsense also means that no evidence, however good, can be used with this precise format of argument to justify banning anything at all. 

The warrant may be part of the research design but it is independent of any particular method of data collection (de Vaus 2001). Methods cannot be judged in isolation from the questions they are intended to illuminate (National Research Council 2002). The results should be disclosed to critique, and the conclusions drawn based on an explicit coherent chain of reasoning which rules out all plausible counter-explanations, and is intended to be persuasive to a sceptical reader (rather than playing to a gallery of existing 'converts', for example). The first question to be asked of any evidence presented in support of a model of a social process is 'but what else might this mean?'. The ability to discern rival explanations, while varying considerably between individuals, probably grows with practice (Huck and Sandler 1979). It is a key skill for good research (but manifestly not a necessary one for 'success' in a research career). But, perhaps more importantly, it is a key skill for everyone to have as a consumer of research - so we won't get fooled again. One way of improving this skill is to learn to recognise common forms of misleading argument. For example, the 'fallacy of affirming the consequent' is quite commonly encountered in social science. The fallacy argues that if A is true then B will follow. Then if B appears it is taken by some researchers to mean that A is true. While seductive there is no logic to this argument unless it starts more strongly with 'only if'. Otherwise exactly the same argument can be made with Z (or anything else) substituted for A.

The boxing off of plausible rival explanations is therefore generally at the heart of effective warrants. For any real system of variables there are nearly infinite models that could explain them (Glymour et al. 1987), in the same way that an infinite number of equations can join any two points on a graph. Therefore, no one can consider them all possible theories to explain any finding - so that in social science, as in natural science, every 'law' that is ever proposed is quite literally false. The purpose of the warrant is show readers that the proposed explanation is the best we have at this point in time. As we have seen, a useful short-cut is to employ parsimony to eliminate many of the potential alternatives (cf. the canon attributed to Morgan 1903, ‘In no case may we interpret an action as the outcome of the exercise of a higher psychical faculty, if it can be interpreted as the outcome of one which stands lower in the psychological scale’, p. 53). It is, for example, simpler, and usually safer for a doctor to diagnose a complaint of headache, neck stiffness, fever and confusion as meningitis, rather than as a combination of brain tumour, whiplash, tuberculosis and acute poryphyria. Of course, the latter could be correct, but parsimony encourages us to eliminate the more mundane and simplest explanations first. We therefore limit our potential explanations to those that employ the fewest (ideally none) assumptions for which we have no direct evidence. This boxing off of plausible rival explanations is what a trial design leads us to, making a warranted causal claim easier to sustain. Thinking about warrants is also partly what the idea of thought experiments is about (section 1).
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4.3 The full cycle of research

The power of the experiment comes not from the design alone but from the power of the questions to which experiments can be addressed. Such designs should therefore be additional to, not replacements for, other recognised modes such as detailed case studies and secondary analysis. My summary would be that experiments can be powerful but they are not 'magic bullets'. Research is not high quality just because it is experimental. If it is high quality and experimental then it is probably as good as we are ever going to achieve in social science research.

It is helpful to consider the research enterprise as a cycle of complementary phases and activities, because this illustrates how all methods can have an appropriate place in the full cycle of research. Experimental designs, like in-depth work or secondary analysis, have an appropriate place in the cycle of research from initial idea to development of the results. The main reason to emphasise experiments at this point in time is not because they are more important than other phases in the cycle, but because they represent a stage of work that is largely absent in education research. If nearly all of education research were currently conducted as laboratory experiments then I would be one of the commentators pleading for more and better in-depth work or secondary analysis, for example. Other weak points in the cycle are currently the systematic synthesis of what we already know in an area of work, the design or engineering of what we already know into usable products for policy and practice, and the longer-term monitoring of the real-world utility of these products (Gorard with Taylor 2004, Gorard et al. 2004).

Randomised trials can be expensive both in monetary terms, and more particularly in terms of their demands on research subjects and researchers. It is, therefore, morally dubious to conduct a trial until there is a reasonable basis on which to believe that the intervention is likely to be effective (and also perhaps morally dubious to deny the treatment to the control group once that basis has been established!). In the context of drug trials, basic pre-clinical science and further applied pharmacological research precedes small-scale trials. Only a minority of potential new treatments emerge as being of sufficient promise (and safety) to warrant definitive testing in a large-scale clinical trial.

The Medical Research Council (MRC, 2000) model for complex health education interventions suggests that interventions are most likely to be successful if they are based on sound theoretical concepts (Campbell et al. 2000). In this model, the first phase would involve the initial design of an intervention based on current theoretical understanding, with an explicit underlying causal explanation for its proposed effect. The second phase involves the formative evaluation of that intervention, using qualitative approaches such as interviews, focus groups, observation and case studies to identify how the intervention is working, the barriers to its implementation, and how it may be improved. The third phase is a feasibility study of the intervention, or full pilot study, involving both measurement and in-depth feedback. This phase also sees the main development of the alternative treatments or controls. The fourth phase is the trial itself, and the fifth might be the scaling up and 'marketing' of the results.

Traditionally, trials have required that the interventions being tested are standardised and uniformly delivered to all participants. However, since educational interventions are so dependent on the quality of delivery, the value of trials predicated on 'ideal' conditions is limited. For example, some smoking education interventions have been found to work well in efficacy trials, when delivered by enthusiastic teachers with ample curriculum time, yet when implemented in actual practice they have not been found to be effective, and the researchers have not necessarily known why (Nutbeam et al. 1993). It is therefore better to take a pragmatic approach, with the intervention delivered in the trial in a lifelike way. This approach sacrifices standardisation for realism, and means that the natural variability in delivery that occurs between practitioners must be recorded and monitored by in-depth means (perhaps video recording) as well as by more traditional outcome measures. In summary, the ‘trial design ensures that an unbiased estimate of the average effect of the intervention is obtained, while the qualitative research provides useful further information on the external factors that support or attenuate this effect' (Moore 2002, p.5).
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5. Resources for those conducting trials
5.1 Reporting trials
Part of the concern about the quality of UK education research in the late 1990s was to do with the quality of reporting. Many researchers appear to want to keep details of their publicly-funded research private for some reason. In health, deficiencies in the reporting of trials, at least, have been tackled through a widely-agreed set of reporting guidelines – the Consort statement, http://www.consort-statement.org/. The guidelines require authors to report key generic characteristics of RCTs. The situation is much weaker in education (Torgerson et al. 2005). While awaiting the equivalent of a Consort statement for education, trial authors might want to consider the following issues among others:
· Are the findings discussed consistent with the data reported?
· Was data reported, or made available on a website, in sufficient detail to allow a reader to judge its quality and relevance?

· Are the conclusions drawn warranted by the evidence and is the warrant made explicit?

· Is the sample described fully, including why it is of a specific size, the method of allocation to groups, and the number dropping out?

· Was randomisation undertaken by a third party?

· How were drop out cases dealt with – such as via intention to treat (or teach)?

· Was the kind of analysis specified before data collection and analysis, and have multiple tests been run?
· What are the threats to validity in this study?

· How much of the design was blind to the researchers?

· Do the researchers have any vested interest in the results?

5.2 Tips for those in the field
Increasing power at no cost

By David Torgerson, University of York

It is almost automatic when randomising participants or clusters to different treatments within a trial to try and have the same number of cases in each treatment group – a 1:1 allocation ratio of intervention to control group. This tradition has grown up because a 1:1 ratio, for any given sample size, usually ensures maximum statistical power – where ‘power’ is the likelihood of correctly finding a difference between the groups for a given effect size. However, where there are resource shortages limiting the number of cases that can be offered the intervention treatment, then power can be increased by randomly allocating more participants to the control group.

For example, we might only have sufficient resources to offer an intervention to 50 participants. If we used equal allocation then our sample size is constrained to 100 participants. However, if we set the allocation ratio to 2:1 then we can randomise 150 participants, with 100 in the control group and 50 in the intervention group. By doing this we will get more statistical power than if we had simply used equal allocation and had a total sample size of only 100, but at little or no cost when the control group simply receive ‘normal’ treatment anyway. We can set the allocation ratio as high as we wish, although once it exceeds 3:1 then the extra increase in power tends to be slight and it may not be worth the effort of following up a much larger sample size. In summary, increasing the size of the control group in this way can give increased power for very little cost.

Of course, if the total sample size is constrained then using unequal allocation will reduce power - although not by much unless the ratio exceeds 2:1. For example, in a trial of 100 participants if we allocated 32 to one group and 68 to the other the decline in power is only 5% compared with the situation where we put 50 in each group. This loss of power might be worthwhile if we can make considerable resource savings. 
The ‘waiting list’ and the ‘stepped wedge’ designs
By Carole Torgerson, University of York
There generally has to be a prime facie case for trialling some new intervention in public policy, perhaps based on prior but less rigorous evidence of its effectiveness. One potential problem then faced by a randomized controlled trial is that the control group is unhappy with being denied this promising intervention. When we are evaluating an intervention where the evidence is uncertain then there is no ethical problem: indeed, it is ethically correct to offer the participants a chance (random possibility) to be offered the most effective intervention, which may very well be the control condition. On the other hand, potential participants may not be convinced that having the control intervention is as likely to be as beneficial as the novel condition. Because of this anticipated benefit, those allocated to the control may suffer resentful demoralisation, and either refuse to continue with the experiment or deliberately or subconsciously do worse merely because they have been refused the novel intervention. We may also wish to evaluate the implementation of an intervention that has been shown to be effective in a laboratory type RCT (explanatory or efficacy trial) and we may wish to evaluate its effectiveness in the ‘real’ world. Finally, a national policy may be implemented when there is dubious or no real evidence of effectiveness

but the political imperative is to be seen to do ‘something’. 
One way of addressing these problems is to use either a ‘waiting list’ or a ‘stepped wedge’ design. In a waiting list study participants are told explicitly that they will receive the intervention; however, some will receive it straight away, whilst others will receive it later. We can then evaluate the effectiveness of the intervention by measuring both groups at pre-test, implementing the intervention in one group, giving a post-test measurement (after which the intervention is then given to the controls). As an example consider the RCT by Brooks et al. (2006). This evaluated the use of a computer software package in a secondary school. The package was usually implemented arbitrarily, as there were insufficient lap top computers for all pupils to receive the intervention at the same time. For the evaluation the researchers changed the arbitrary assignment to random allocation and adopted a waiting list design which permitted a rigorous evaluation of the software package. The use of the waiting list in this instance allowed all the children to receive the package and may have reduced any demoralisation either on the part of the children or their teachers. The stepped wedge design differs from the waiting list design in that it operates as a series of waiting lists. For example, the Sure Start evaluations (which did not use a randomized controlled trial design) could have used the stepped wedge approach. In this study there was huge political pressure to implement ‘something’. A RCT design could have been incorporated into the evaluations by randomising geographical areas into several implementation phases. Baseline pre-tests would have occurred at the beginning of the study, and post-tests would have been included each time a new geographical area implemented the intervention. In this manner it would have been possible to control for potential confounding factors that may have undermined the non-randomised evaluation method that was used for Sure Start. More information on the stepped wedge design can be found in a recent systematic review of the method (Brown and Lilford, 2006).

6. Alternatives to randomised controlled trials
6.1 Regression continuity

By Thomas Cook, Northwestern University
The RCT is the most efficient method of establishing a causal relationship between two interventions; however, it is not the only approach. Theoretically a regression discontinuity design can produce as unbiased an estimate of effect as a RCT (see Luyten 2006). There are many instances where it is not possible to undertake a RCT, due often to political or practical rather than ethical reasons, and other designs to establish a causal relationship have to be sought. The RCT and RD have a common feature: participants are selected for an intervention using a known and measurable variable. In a RCT this is achieved by random allocation. After the random allocation we know the random allocation status of each participant, whereas with RD we can achieve this measuring some characteristic of a participant and determining group allocation on this measurement. As an example, Cook and Wong discuss an intervention aimed at children who are gifted and talented. We might measure a child’s IQ and offer an intervention to those who score 140 or higher and not offer it to those who score lower. Or we might offer a school or university scholarship to those who are from families with incomes below a certain threshold and not offer the scholarship to those above the threshold. University students might be offered increased support if they have an A level point score below a threshold and not if they have one above. 
To assess the effectiveness of an intervention we would then follow up the whole cohort of participants: those above and those below the threshold, and essentially plot their outcomes against their baseline score which determined their group allocation. If the intervention has an effect on outcomes we would expect to see a break or a ‘discontinuity’ at the point where the assignment on the basis of the allocation score was made. If there was no effect there would be no break in the regression line. Mathematically this approach has been proven to be as unbiased, if implemented properly, as a properly implemented RCT. Nevertheless in the ‘real’ world few RCTs or RDs can be implemented perfectly. Consequently it is important to test empirically whether or not the RD design as implemented produces similar results to a real world RCT. After introducing the RD design and summarising the history of its development Cook and Wong then go on to produce an overview of 3 methodological studies where the outcomes of RD studies were compared with similar RCTs. All of these methodological experiments had some limitations; nevertheless, there was broad concordance between the RD and the RCT, thus giving support to the notion that where an RCT is either not feasible or practical then a RD should be the quasi-experimental design of choice. 
The RD design addresses some important limitations of the RCT. For those who are at the extreme of a distribution and it is thought to be unethical or infeasible to withhold an intervention from a random proportion of the population then the RD approach can allow us to evaluate the intervention in a robust manner. The drawbacks of the RD design are mainly twofold: first the cut point determining the allocation needs to be respected otherwise the design becomes ‘fuzzy’ and loses power; second, even when there is a sharp break the design is at least 2.75 times less powerful than the RCT. On the other hand power might be increased by the ability of the RD method to include a larger cohort in the study than an RCT. The RD design is an elegant solution to the problem of not being able to undertake an RCT; however, it is not used widely partly due to lack of dissemination and research support of this method. When a RCT is not possible researchers should automatically consider using a regression discontinuity design and only choose other quasi-experimental methods if this is not possible.

6.2 Design experiments

Historically, design experiments have been the province of the artificial and design sciences including such disciplines as aeronautics, artificial intelligence, architecture, engineering and medicine. Whereas the natural sciences have been concerned with how things work and how they may be explained, design sciences are more concerned with producing and improving artefacts or design interventions, and establishing how they behave under different conditions. The process of designing an artefact or intervention that can be utilised independently, across a variety of settings, may begin with established theory and may provide insights that reflect on, shape, or create established theory. However, this is not the main aim of the design science approach as it often is for the natural science approach (Kelly 2003).

In 1992, Ann Brown, a psychologist, looked to the field of engineering for inspiration on how to conduct experimental research in classrooms. She called her formulation - a hybrid cycle of prototyping, classroom field-testing, and laboratory study - ‘design experimentation’. This concept has been transmuted into a diverse set of teaching interventions, educational software design projects, and learning environment manipulations loosely termed ‘design experiments’, ‘design studies’, or ‘teaching experiments’. Design studies tend not to be very prescriptive, not having a given set of rules which the researcher should follow. In this sense they represent an approach to doing research. In education, this kind of research has been typically associated with the development of curricular products, teaching and learning methods, or software tools (Collins 1992). At the core of such research is the development of an artefact for the purposes of improving teaching and learning, and recent years have seen a marked growth in the number of investigators associating their work with this genre of research (Cobb et al. 2003).
The main objective of a design experiment is to produce an artefact, intervention or initiative in the form of a workable design. The emphasis, therefore, is on a general solution that can be ‘transported’ to any working environment where others might determine the final product within their particular context. This emphasis also encourages theory-building and model-building as important outcomes from the research process. The strength of this is that the ‘design’ for an intervention, artefact or initiative can then be readily modified in different settings. Or it can be further developed by other practitioners, policy-makers, researchers or designers without having to make a ‘leap of faith’ in its interpretation, generalisation or transformation.

Traditionally, in order to determine what strategies are effective in education, educational processes have been subjected to experiments based on made-up situations in laboratory conditions, which isolate the topic from its context and which rest on the assumption that there is a clear theoretical basis for addressing questions related to the processes being tested. Within a design science approach on the other hand, currently accepted theory is used to develop an educational artefact or intervention that is tested, modified, re-tested and re-designed in both the laboratory and the classroom, until a version is developed that both achieves the educational aims required for the classroom context, and allows reflection on the educational processes involved in attaining those aims. In other words, a design science approach allows the education researcher to study learning in context, while systematically designing and producing usable and effective classroom artefacts and interventions. In doing so, it seeks to learn from sister fields such as engineering product design, the diffusion of innovations, and analysis of institutional change (Zaritsky et al. 2003).

The potential of this shift from traditional to design-based experimental approaches to educational research is illustrated in Brown’s (1992) seminal piece on design experimentation. Brown’s work began by addressing a theoretical question concerning the relative contributions of capacity and strategic activity in children’s learning and instruction. Laboratory experimentation was used to address the question of why children fail to use appropriate strategies in their approach to learning tasks. This experimentation involved teaching children strategies for learning, and then asking them to use the strategies to memorise lists of words. Results suggested that even the most meagre form of strategic activity would increase the children’s memory, but that this improvement was not maintained outside of the laboratory. The strategies were not transferred from the work with word lists as used in laboratory conditions to the coherent content children are expected to learn in complex, realistic settings.

A design experiment approach was used, therefore, to address the question of what the absolutely essential features are that must be in place to cause change in children’s capacities for learning under the conditions that one can reasonably hope to exist in normal school settings. This question was addressed by designing an intervention, known as reciprocal teaching, on the basis of (impoverished) theoretical understanding. The intervention was implemented in the classroom, evaluated, allowed to modify current theoretical understanding, revised, re-evaluated and re-applied in an iterative fashion. It demonstrated feedback-coupling from each stage, within an overall iterative process. Each modification to the design of the reciprocal teaching intervention was monitored and recorded, and represented a new phase in the design experiment. Testing of the design iterated between the laboratory and the classroom as an attempt was made to arrive at an optimal design for the classroom setting, while also building theoretical understanding of the mechanisms involved in learning, and generating questions for further research. Testing relied on the evaluation of each modification to the design on the basis of observational data, measurement data and current theory (just like complex interventions). The researcher and the teachers were able to make in situ changes to the intervention, making it possible to establish via observation which were the critical and non-critical elements of the reciprocal teaching strategy, as well as establishing how the strategy worked. Thus, the design experiment generated an effective classroom intervention that could be used independently by teachers in their own classrooms.

Design activity is a creative process incorporating continuous modification and testing. It begins with proposing the ‘form’ of an artefact, intervention or initiative, which in turn drives its ‘behaviour’. The behaviour constitutes observable and empirical data. An iterative design-and-test cycle is critical for the transformation of both the ‘form’ of the artefact, intervention or initiative and of its intended function to conform to the pragmatic demands of utility and market. The resulting design is not necessarily an actual product. Rather, designs can be thought of as the theory that specifies the parameters of a ostensible product, and the conditions under which a product (if it embodies the design) can be successfully implemented. For example, the concept of a ‘bridge’ and more specifically the design of a bridge are plausible solutions to the problem of getting from point A to point B across a river. The power of a design as a theory rests in the fact that a common design can be enacted across different situations. In other words a common blueprint can guide the construction of two different bridges across two different chasms, each with different geology, elevation and other minor differences and still be recognised as the same design.

An example from education is a common curriculum. Situational demands (e.g. national and local standards, school calendar, language constraints) dictate that teachers alter the available tasks and materials to meet the needs of their students. Even so, the resulting classroom activity, obstacles, useful tools, models for teaching and subsequent achievement based on a curriculum are likely to be similar from class to class and school to school across the intended age range or Key Stage. In other words, though variation will exist in the outcomes of a design, the range of possible outcomes is finite, and the qualities of the outcomes will be constrained by the behaviour of the design. Whether or not that behaviour facilitates or inhibits learning and instruction is an empirical question of the degree to which the design process accounts for robustness to situational perturbations. This can be assessed in a trial or testing phase.

Traditional approaches to establishing the effectiveness of educational artefacts and interventions, such as laboratory-based experiments, can be unrealistic and they tend to rely on the assumption that the educational processes under study are already well theorised. Because educational processes operate in complex social situations, and are often poorly understood theoretically, design experiments may offer a more appropriate approach to many areas of educational research (National Research Council 2002). Traditional approaches, such as laboratory experiments, end when an artefact or intervention is found to be ineffective and is therefore discarded. Design experiments carry the additional benefit of using, rather than discarding, an ineffective design as the starting point for the next phase of the design process. Whereas laboratory experiments may never indicate why a particular artefact or intervention is ineffective (only that it is ineffective), the changes that are necessary to move from an ineffective to an effective design in a design experiment may well illuminate the sources of the original design’s failure. Additionally, design experiments provide a formal, clear and structured place for the expertise of practitioners or policy-makers to be incorporated within the production of artefacts and interventions designed for use in the classroom. Where other approaches, such as action research, also provide such a role for implementers, the design experiment does so while retaining the benefits and minimising the drawbacks of an experimental approach to education research.

A particular strength of design experiments is an idea that unifies all of engineering – the concept of ‘failure’. From the simplest paper clip to the Space Shuttle, inventions are successful only to the extent that their developers properly anticipate how a device can fail to perform as intended. The good scientist (or engineer) recognises sources of error: errors of model formulation, of model specification, and model validation. Design experiments must also recognise error but, more importantly, they must understand error or failure, build better practical theory (“humble theory” according to Cobb et al. 2003) and design things that work (whether these are processes or products). Unfortunately, many design experiments have been conducted by advocates of particular approaches or artefacts, and sometimes by those with a commercial interest in their success. This makes it an especial concern that so few of their reports make any mention of comparison or control groups (see ‘Educational Researcher’ 2003, 32, 1). Without these, and without working towards a definitive test, how can they persude others that they have successfully eliminate plausible rival explanations? Is retrospective narrative analysis enough? We do not believe so.

Most engineers develop failure criteria, which they make explicit from the outset. These criteria provide limits that cannot be exceeded as the design develops. However, failure manifests itself differently in different branches of engineering. Some problems of engineering design do not lend themselves to analytic failure criteria, but rather to models of trial and error, or to build-and-measure techniques. In the design of computer programs, for example, the software is first alpha-tested by its designers and then beta-tested by real users in real settings. These users often uncover bugs that were generated in the design or its modification. Furthermore, these users also serve to show how the program might fail to perform as intended. No matter what method is used to test a design, the central underlying principle of this work is to obviate failure. This is a very different model than the one currently practiced by many social scientists.

The first phase, a feasibility study, would start with an initial design of the intervention, ensuring that the intervention was grounded in whatever theory was available, and an explicit interpretation of the proposed causal mechanism. In Brown’s example above the reciprocal teaching intervention was designed on the basis of a priori theoretical understanding. Without this the intervention may have been entirely inappropriate to the problem being addressed, and without some understanding of the theoretical underpinnings of the intervention there may be great difficulty in understanding how the intervention works, hence how to modify it or evaluate it. The early stages of the feasibility study would involve primarily qualitative methods in the formative evaluation of the intervention, using interviews, focus groups, observation and case studies to identify how the trial intervention is working, barriers and facilitators to its implementation, and provide early indications as to how it may be improved. These more ‘explanatory’ routes of enquiry powerfully complement any earlier use of secondary data analysis in identifying the initial research problem.

The first phase of the design experiment should, therefore, start with an intervention that has been sufficiently well developed to be tested in a feasibility study, where it can be implemented in full, and tested for acceptability to both providers (policy-makers and teachers) and the target audience (students and learners). The feasibility study is also an opportunity to test the trial procedures, such as the definition of the alternative treatment, which may be the usual care, control, or some alternative intervention, and to pilot and test the eventual outcome measures. It may be used to provide a tentative estimate of the intervention impact, which can then be used to plan the size of the later trials. The results of the feasibility study will help to decide whether the intervention should proceed to the next phase, or whether it is necessary to return to the process of identifying the research problem and developing the theoretical framework which the intervention is originally based. Given the pragmatic and fiscal constraints of all scientific research the feasibility study may suggest that the entire research process should end at this first phase – although real-life funding structures suggest this is unlikely to happen in practice.

The second phase (prototyping and trialling) begins a process of iteration between the testing and further modification of the intervention. Parallel to this is the potential to iterate the process between the laboratory (or other controlled environments) and the classroom (or real-life environments). These iterative processes continue into the third phase (field study). Phase 2 is characterised by piloting small-scale multiple prototypes of the intervention (in the same way that a wind tunnel can be used to test many variations of an aircraft wing at the same time). As the iterations between testing and further design become more sophisticated, and the iterations between laboratory and classroom settings become more robust, advances are made in the intervention’s prepositional framework and in outlining its plausible causal models. 

It is at this point that the research sequence enters the third phase (the field study), where it is implemented in full and tested for acceptability to both providers and the target audience. The iterative process may continue but the design of instructional sequences become stronger and stronger leading, eventually, to a robust model that aids the implementation of the intervention in many contexts. At this point the documentation and recording of the process for implementing the intervention should be systematic, as this develops the parameters for future ‘transportation’ of the design. This field study should involve a definitive test. In the design experiment, this definitive trial could take the form of a randomised controlled trial, an interrupted time series analysis or a concurrent quasi-experiment. Borrowing this procedure from the complex intervention model suggests that the outcome(s) of interest for the design experiment must be fixed first else, if this is modified as well as the intervention, then there will be no fixed point to the research. The approach simply becomes a 'trawl' that will eventually find something. 

By allowing theory to be built alongside the design and testing of an intervention of some sort, design experiments negate the need for well-established theory stipulated by the complex intervention (Kelly and Lesh 2002). As a consequence, design experiments can be used more widely. They also allow evaluation, modification, and re-evaluation of a design that is not accommodated by the approach to complex interventions. If a complex intervention fails, a researcher must go back to the drawing board, rather than being able to arrive at an optimal new design in a rigorous way. Put another way, design experiments give us a potentially superior approach to the model- and hypothesis-generating stages of research – of working towards a trial.
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7. Some examples of trials

By Carole Torgerson, University of York
7.1 Project STAR (Tennessee Class-Size Experiment)
Probably the most famous randomised controlled trial in education is Project STAR, the RCT designed as the first phase of the Tennessee Class-Size Experiment (see http://www.library.ca.gov/CRB/clssz/). This was a three-phase study designed to determine the relative effectiveness of small and regular sized classrooms on pupil academic performance in the early years of education (Mosteller 1995, Boyd-Zaharius 1999, Hedges 2000). The first phase, Project STAR (for Pupil-Teacher Achievement Ratio) was begun in 1985 comparing the performance of pupils aged between 5 and 8, taught in classes of 13-17 pupils with pupils of the same age taught in classes of 22-25 pupils (with or without a teaching assistant). The main thrust for the study was a recently completed systematic review reported by Glass and colleagues in 1982 which demonstrated (controversially, because of lack of heterogeneity of the included studies) that class sizes of 15 or fewer made a noticeable improvement in performance. In the first year of the Tennessee experiment about 6500 pupils in about 330 classes in 80 schools were randomly assigned to one of the three arms of the trial. After one year the effect sizes on performance in reading and maths in small classes compared with performance in regular classes were between 0.13 and 0.27.

7.2 High/Scope Perry Pre-School Study 

The High/Scope Perry Pre-school Study began in 1962, and evaluated a high-cost, high-quality pre-school educational intervention (Schweinhart et al. 1993, Barnett 1996, Schweinhart et al. 2005). Participants were 123 African-American children of low socio-economic status at high-risk of educational failure. 58 children were randomly assigned to a pre-school intervention programme that emphasized participants’ intellectual and social development, and was based on a theoretical model: expectation-achievement-motivation for benefits. The evaluation demonstrated immediate achievement gains, fewer special education placements and higher high school graduation rates in the intervention group. At the 22-year follow-up with 95% of all children in the intervention and control groups interviewed to look at long-tem effects, there were significantly lower crime and delinquency rates, lower incidence of teenage pregnancy and welfare dependency and significantly higher rates of pro-social behaviour, academic achievement, employment, income and family stability in the programme group compared with the control group. A cost-benefit analysis calculated $7 benefit for each $1 cost. 

7.3 Recent large field trials in the area of ICT and literacy 

Two large trials in the field of ICT and literacy learning have recently been published. Rouse et al. (2004) evaluated a popular instructional computer programme Fast ForWord in elementary schools in the US, using an individually randomised trial with about 500 participants. The computer programme is designed to improve language and reading skills. The effectiveness of the programme was assessed using four different measures of language and reading skills. Although use of the computer programme appeared to improve some aspects of the children’s language skills, these gains did not translate into broad measures of language acquisition or actual reading scores. The computer package had already been widely implemented before it was evaluated, at an estimated cost of 90 million dollars. 

A pragmatic randomised controlled trial was undertaken among pupils aged 11 and 12 in a school in the North of England (Brooks et al. 2006). It tested the hypothesis that a widely used computer programme to support literacy learning would lead to improvements in spelling and reading scores. However, at post-test this had very similar results to the US study – there was no evidence of a statistically significant benefit of the computer intervention. 
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